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1 Intro duction

Clustering can be de ned asthe processof grouping a collection of N patterns into
distinct segmems or clusters basedon a suitable notion of closenessor similarity
among these patterns. Good clusters showv high similarity within a group and low
similarity betweenpatterns belongingto two di®erer groups. For applications such
ascustomeror product segmetation, clustering is the primary goal. But more often
it is a crucial intermediate step neededfor further data analysis, a view underscored
by the placemen of the cluster utilit y in the \exploration" stagein Enterprise Miner,
a leading data mining software from SAS Institute.

As an applied statistical technique, cluster analysis has been studied exten-
sively for over forty yearsand acrossmany disciplines, including the sccial sciences
[Hartigan, 1975,Jain and Dubes, 198§. This is becauseclustering is a fundamertal
data analysisstep and a pattern is a very generalconcept. One may desireto group
similar species,sounds,genesequencesimages,signalsor databaserecords,among
other possibilities. Thus, in this chapter, we shall usethe words pattern, data-point,
record and object interchangeably or as appropriate to denote the ertities that are
clustered. Clustering has also been studied in the “elds of machine learning and
statistical pattern recognition as a type of unsupervised learning becauseit does
not rely on prede ned class-lakeledtraining examples[Duda et al., 200]. Howeer,
serious e®ortsto perform e®ective and excient clustering on large datasets only
started in recert yearswith the emergenceof data mining.

Classic approadesto clustering include partitional methods sudch as k-means,
hierarchical agglomerative clustering, unsupervised Bayes, mode nding or density
basedapproades. There are alsoa variety of soft clustering techniques, such asthose
basedon fuzzy logic or statistical medanics, wherein a data point may belongto
multiple clusterswith di®eren degreesof membership. The main reasonwhy there
is such a diversity of techniques is that while the clustering problem is easy to
conceptualize,it may be quite ditcult to solwe in speci ¢ instances. Moreover, the
quality of clustering obtained by a given method is very data dependert, and while
some methods are uniformly inferior, there is no method that works best over all
typesof datasets. Indeed, eath approach has certain underlying assumptionsabout
the data and thus is most suitable for speci ¢ scenarios,and there is no method that
is \b est" acrossall situations. For example, given the correct guessfor k and good
initialization, k-meansclustering works ne if the data is well captured by a mixture
of identical, isotropic Gaussians(or Gaussianswith identical diagonal covariancesif
Mahalonobis distance is used), but can degraderapidly if one deviates from these
assumptions. For non-Gaussiandistributions in very high dimensional space,it is
often no better than random partitioning and also regularly turns up near-empty
clusters. Conceptual clustering, which maximizes category utilit y, a measure of
predictabilit y improvemen in attribute valuesgiven a clustering, is popular in the



machine learning community, but is most applicable only when data is binary or
categorical with small numerosity values.

Sincethere are many nice books and survey articles on classicalclustering meth-
ods, including very recert ones[Jain et al., 1999],we will only brie°y mertion them
in Section 2. Instead, the intent of this chapter is to highlight clustering issuesand
techniguesmost relevant to data mining applications. We will illustrate someof the
new challengesposedby certain large datasetsthat are being acquiredrecertly from
scierti ¢ domains as well as the world wide web, explain somenewer requiremerts
sudch as scalability and balancing, and then describe some of the state-of-the-art
techniques deweloped recertly to addressthese challenges.

2 Clustering Techniques: A Brief Survey

A typical pattern clustering activit y involvesthe following v e steps[Jain and Dubes, 1989:

1. Suitable pattern represenation

2. De nition of proximity (via a suitable distance or similarity measure)between
objects

3. Clustering
4. Data abstraction

5. Assessmen of output

The rst three stepsare unavoidable, while the last two are optional and depend on
the speci ¢ application.

The rst step pertains to obtaining featuresor attributes to appropriately rep-
reser ead pattern. Featurescan be binary, quartitativ e (taking continuous or dis-
crete numeric values) or qualitativ e (unordered attributes such as color, or ordered
onessuch assmall, medium and large). If eat pattern is arecordin a database,the
featuresare already provided asthe attributes of the records. In other situations the
patterns are in more raw form, e.g., as speed signalsor images,and one hasto also
decide on appropriate pre-processingsteps such as ltering, and represenational
form, sud as autocorrelation coe+cients and Fourier coetcients. Also, while one
may try to useall the available featuresduring the clustering processi,it is often pru-
dert to either usea subsetof the original features,or usea smaller number of derived
features. This processis called feature selectionand feature extraction respectively,
and an array of methods are available for both approaces[Duda et al., 2001].

In some cases,the features are not made explicit, and a human judgemert is
relied on to determine the similarity betweentwo patterns. For example, one may
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ask a human subject to rate the similarity betweentwo smellson a scalebetweenO,
signifying (subjectively) totally di®erert smells, and 1, signifying identical smells.
In such situations, one is restricted to methods such as multi-dimensional scaling
[Torgerson,1952],that canwork solely o®of pairwise similarity values. In the most
common casethough, ead pattern is represenied asa point in d-dimensional space.
In this case,there is an obvious candidate for the choicein step 2, namely, usethe
Euclidean distance betweentwo points as a measureinverselyrelated to proximity.
In general, distances(tak e values betweenzero and in nit y, similarity rangesfrom
0 to 1, and the two concepts are related by a smooth, monotonically decreasing
function, such as similarity = ei (distance)?

Insert Figure 1 about here

Figure 1 shows 7 patterns, ead represernied by two numeric values. Using Eu-
clidean distanceto determine similarity, a clustering of thesesewen points into three
groups,f1,2g, f 3,49, and f 5,6,7g seemsreasonable.Howe\er, if the two coordinates
measurequalitativ ely di®erert features, say age and salary, it is more dixcult to
corvert these measuremets to a common d-dimensional vector spaceof reals, RY.
For example,in Figure 1, onemay later realizethat oneshould have compressedhe
vertical axis by 10 ascomparedto the horizontal axis. In that case,the patterns 5,
6 and 7 will belongto the samecluster as1 and 2. Thus, even when ead pattern is
represerted as a d-dimensional point, the Euclidean distance might not be the most
suitable. If the data has di®eren spreadsalong di®eren attributes, one may prefer
to compensate by using the Mahalonobis distance instead, which normalizes the
spreadalong ead attribute to unit variance. If only the direction of the data-points
is important, then the cosine of the angle between the two data-vectors may be
most appropriate. When the patterns are more complex, such as sequences®r trees,
determining similarity becomeseven more ditcult. Sincethe choice of a distance
or similarity measurecan profoundly impact cluster quality, on needsto take care
in step 2. To concretizethe e®ectof the proximity measureon cluster quality, we
examine this issuein detail in section 7 for clustering web documerts represerted
as high dimensional, sparsevectors, and also considerit while clustering sequences
in section 5.

Let us now move to step 3, the actual clustering process.There are broadly two
typesof approades:
(a) Partitional Methods partition the data setinto k clusters. An immediate problem
is how to determine the \b est" value for k. This is done either by guess-vork, by
application requiremerts or by trying running the clustering algorithm se\eral times
with di®eren valuesfor k, and then selectingone of the solutions basedon a suitable
evaluation criterion.
(b) Hierarchical Methods give a range of nested clusterings obtained through an
agglomerative (bottom-up) or divisive (top-down) procedure.



In practical situations, one sometimespost-processeshe output of a partitional
method by merging or splitting clusters, asin donein ISODATA [Jain et al., 1999.
In such methods, a °avor of both approadesis found. Let us now look at clustering
techniquesin a bit more detail.

2.1 Partitional Metho ds

Square-Error Based Hard Clustering Through Iterativ e Relo cation. These
algorithms have been popular long before the emergenceof data mining. Given a
set of n objects in a d-dimensional spaceand an input parameter k, a partitioning

algorithm organizesthe objects into k clusters suc that the total deviation of eath
object from its cluster represetativ e is minimized.

The two most popular represerativ es are the k-means algorithm, and the k-
median algorithm. The k-meansalgorithm is an iterativ e algorithm to minimize the
least squareserror criterion. A cluster C is represened by its certer 1 -, the mean
of all samplesin C. The certers or cluster represerativ es are initialized typically
with a random selection of k data objects, or are the solutions of a k-clustering
algorithm on a small subsetof the data. Each sampleis then labeledwith the index
° of the nearestor most similar certer. In classicalk-means,\nearest" is determined
basedon the smallest Euclidean distance. Subsequeh re-computing of the meanfor
ead cluster (by moving it to the geometric certer of all the data points assignedto
that cluster in the previous step) and re-assigningthe cluster labelsis iterated until
convergenceto a xed labeling after m iterations. The complexity of this algorithm
is O(n ¢d ¢k ¢m). The k-median algorithm is very similar except that the cluster
represertativ e is constrained to be one of the actual data points rather than the
geometric certer. This involvesextra computations.

The data model underlying the k-meansalgorithm is a mixture of Gaussians
with identical and spherical covariances. Thus it does best when one makes the
correct guessfor k and the data is naturally clumped into spherical regions with
comparable spreads. If the data actually deviates signi cantly from this scenario,
the cluster quality can be very poor. Still, it remains one of the most popular
partitional methods.

The self-organizingmap [Kohonen, 1995]is a popular topology preserving clus-
tering algorithm with nice visualization properties. It is related to competitive
learning, an on-line version of k-means,in which the input patterns are presened
one at a time, and at ead step the closestmeanto the input under consideration
is moved a bit closerto this input. Howewer, the cluster represenativ es are also
logically arranged as a simple (typically 2-dimensional) topology. This topology
inducesa neighborhood function on theserepresenativ es,and when the cluster rep-
resenativ e is adjusted to move it closerto the input currently being considered,it



also makesits logical neighbors also move to a lesserextent, in this direction. This
medanism causeslogically nearby cluster represertativ esto cover nearby areasin
the input spaceaswell. The resulting mapping from inputs to cluser meansis akin
to projections onto a principal surface [Chang and Ghosh, 200]. Once the map
is formed, ead input can be projected onto the nearest represenativ e, and then
conveniertly visualized in the logical space.

Densit y-based metho ds. Someclustering methods have beendevelopedbased
on the notion of density. Thesetypically regard clusters as denseregions of objects
in the feature spacethat are separatedby regionsof relatively low density. Density-
basedmethods canbeusedto Tter out noiseand discover clustersof arbitrary shape.
Thesemethods are alsocalled mode-seekingmethods, when ead cluster is located at
a local mode or maxima of the data density function. They are particularly popular
for low dimensional applications such as spatial data clustering. Unfortunately,
in general the amount of data required to estimate the local density at a given
level of accuracy increasesexponertially with the number of data dimensions, a
manifestation of the famous \curse-of-dimensionality" [Friedman, 1994]. So unless
a simple! parametric form of the data density is known apriori, it is impractical to
apply density basedmethods on data with hundreds of dimensions.

The key role of sale is evidert in density-basedmethods. Givena nite number
of patterns, one can try to model the cortinuous density function from which these
patterns have beendrawn at various degreesof smoothing or scale. Cluster certers
can then be located at the local maxima of the estimated density function. As
the amount of smoothing increases,the number of maxima will decrease.In fact,
one can obtain a whole range of clusters, from ead point being its own cluster (no
smoothing) to one big cluster for the ertire data (in nite smoothing). Scale-space
theory says that the salient clustersare thosethat appear over a wide range of scales
or smoothing values.

Many of the clustering algorithms proposedin the 90's for data mining, largely
from the databasecommunity, were density basedor closelyrelated grid-based ap-
proadhes. Let us take a quick look at somerepresentativ e proposals. The reader is
referredto Chapter 8 of [Han and Kamber, 2001]and referencesherein for details.
The DBSCAN algorithm judgesthe density around the neighborhood of an object
to be suzciently high if the number of points within a distance 2 of an object is
greater than MinPts number of points. If this condition is satis ed, all these points
are consideredto belongto the samecluster. In addition the region is grown so
that points in adjacert regionsthat also have sutcient density are also considered
part of that cluster. Thus, unlike k-means, the clusters are not restricted to be
spherical, but can take arbitrary shapessolong as cortiguous regionsof adequately
high density exist. This property is very usefulin low-dimensionalapplications sud

linvolving a small number of parametersthat can be estimated easily



as spatial clustering. Unfortunately, the number of clusters discovered is dependen
on the parameters2 and MinPts, and cannot be determined apriori. So DBSCAN
relies on the user's ability to selecta good set of parameters. More critically, if the
density of data varies signi cantly from regionto region, it can missnatural clusters
in a sparserarea (even though the density in such clustersis much higher than in
the immediate surroundings), while merging clusters in regions of higher density.
This is actually a tough problem to solve asit involveslooking at the data using
a locally adaptive scale. Such a dynamic adaptation capability is provided by the
Chameleonalgorithm, described in Section 2.1.

A cluster ordering method called OPTICS recognizesand leveragesthe issueof
scalein DBSCAN. Rather than producing a data set clustering explicitly, OPTICS
computesan augmerted cluster ordering for automatic and interactive cluster anal-
ysis by essetially providing clusters at multiple scales. This is achieved by noting
that denserclusters satisfying the MinPts criterion at smaller value of 2 are subclus-
ters of the clusters obtained using a larger 2 value. Therefore one can concurrertly
obtain and presern results to the user at multiple 2 values and use his feedba
to determine the proper threshold levels. Both DBSCAN and OPTICS are O(N ?)
algorithms, that can be reducedto O(NlogN) if spatial index structures are used.

A di®erert density basedapproad is found in DENCLUE, which models the
overall density of a point analytically asthe sum of the in°uence functions of data
points around it. The in°uence function is essetially the shape of the window
in the classical Parzen windows technique for density estimation. If the in°uence
function chosenis a good model of the data, then somewhat higher dimensional
data can be handled. To compute the sum of in°uence functions exciently, a grid
structure is utilized. Though DENCLUE seemsto perform experimentally better
than DBSCAN, a careful selectionof clustering parameterssuc asdensity and noise
thresholds is required in addition to suitable choicesfor the in°uence functions.

A grid-based clustering approad tries to make a density based method more
excient by imposing a grid data structure over the data space. This quarntizes the
data spaceinto a nite number of cells. As the recordsare scanned,courts in eadh
cell are updated, and at the end, cellswith suzciently high courts indicate clusters.
Both the quality of clustering aswell asthe amount of computation required increase
with the number of cellsin the grid. Often a multi-resolution grid is employed as
it improves exciency, particularly in merging high density cells at a ner level of
granularity into a cell at a coarserlevel. Note that once again there are problems
in higher dimensionssince, given a xed number of bins per dimension, the total
number of cellsincreasesexponertially with the number of dimensionsof the input.

Someexamplesof the grid-based approaces proposedfor data mining include
STING, that explores statistical information stored in the grid cells; WaveClus-
ter that clusters objects using a wavelet transform method; and CLIQUE, that
represerts a grid- and density-based approad in high-dimensional data space. A
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grid-basedapproad is usually more etcient than a direct density-basedapproad,
at the cost of quality lossif the grid structure doesnot t the distribution of data.

Graph-based metho ds. Graph-basedmethods transform the clustering prob-
lem into a combinatorial optimization problem that is solved using graph algorithms
and related heuristics. Typically, if N objects are to be clustered, an undirected
weighted graph G = (V;E) is constructed whosevertices are the N points so that
jVj = N. An edgeconnecting any two vertices has a weight equal to a suitable
similarity measurebetweenthe corresponding objects. The choice of the similarity
measurequite often dependson the problem domain, e.g., Jaccard coexcients for
market baskets, normalized dot products for text, etc. A setof edgeswhoseremoval
partitions a graph into k pair-wise disjoint sub-graphsis called an edge separator.
The objective in graph partitioning is to nd such a separator with a minimum
sum of edgeweights. While striving for the minimum cut objective, the number
of objects in ead cluster is typically kept approximately equal, sothat reasonably
balanced (equal sized) clusters are obtained. For k > 2, the min-cut problem is
NP-complete and so most of the graph-basedtechniques are approximate solutions
or good heuristics. In fact, the most expensive stepin clustering via graph partition-
ing is usually the computation of the N £ N similarity matrix, sincevery excient
heuristics exist for obtaining the edgeseparators. In somesituations where the at-
tributes are sparse,sud asthe words in a text documen, it can be more excient
to compute similarity betweenead object and its attributes, rather than between
all pairs of objects. Then a more excient co-clustering can be achieved by solving
the corresponding bipartite graph partitioning problem [Dhillon, 2001].

Someof the well known graph-basedclustering algorithms include spectral bisec-
tioning, ROCK and Chameleon[Karypis et al., 1999]. Spectral bisectioning lever-
agesthe fact that the secondlowest eigervector of the Laplacian of a graph provides
a good indication of the min-cut for a connectedgraph. It canbe recursively usedto
obtain more than two partitions. ROCK is an agglomerative hierarchical clustering
technique for categorical attributes. It usesthe binary Jaccard coexcient and a
thresholding criterion to form unweighted edgesconnecting the data points. A key
ideain ROCK is to de ne transitiv e neighbor relationship, i.e., in addition to using
simple neighbors (according to the adjacency matrix A), all pairs having common
neighbors (adjacency accordingto the matrix AT A) are also consideredneighbors.
The common neighbors are usedto de ne interconnectivity between clusters which
is usedto mergeclusters. Thus it is akin to the classicshared neighbor clustering
concept in pattern recognition. Chameleonstarts with partitioning the data into
a large number of small clusters by partitioning the v-nearest neighbor graph. In
the subsequenh stagesclusters are mergedbasedon a closenesghat is dynamically
adjusted to measurelocalized distancesas well as inter-connectivity.

A subclassof graph-partition algorithms are those basedon Hypergraph Parti-
tioning. A hypergraph is a graph whoseedgescan connect more than two vertices



(hyperedges).The clustering problem is then formulated asa nding the minimum-
cut of a hypergraph. A minimum-cut is the removal of the set of hyperedges(with

minimum edgeweight) that separatesthe hypergraph into k unconnected compo-
nerts. Again, an object x; mapsto a vertex v;. Each feature mapsto a hyperedge
connecting all vertices with non-zero frequency court of this feature. The weight

of this hyperedgeis chosento be the total number of occurrencesin the data set.
Hence, the importance of a hyperedgeduring partitioning is proportional to the
occurrenceof the corresponding feature. The minimum-cut of this hypergraph into

k unconnectedcomponerts givesthe desired clustering. Excient packagessudc as
hMetis exist [Han et al., 199§ for partitioning. An advantage of this approac is
that the clustering problem can be mapped to a graph problem without the explicit

computation of similarity, which makesthis approact computationally excient with

O(n ¢d ¢k) assuminga (closeto) linear performing hypergraph partitioner.

Soft Clustering. In soft clustering, a pattern can belongto multiple clusters
with di®eren degreesflassociation” [Kumar and Ghosh, 1999]. This is the natural
viewpoint in fuzzy clustering wherethe degreeof membership of a pattern in a given
cluster decreasess its distance from that cluster's certer increases,leading to the
fuzzy c-meansalgorithm that has beenwidely applied.

The Expectation-Maximization (EM) framework [Dempster et al., 1977]as ap-
plied to clustering also yields soft partitions. Assumethat the n obsened points
fxig, actually comefrom a underlying parametric distribution that is a mixture
of k probability density functions sothat for any obsened point X,

P(xjf) = ®h P (Xjkh) (1)

i=1

where the parameter vector £ = (®;; ¢¢¢; ®; |y ; ¢¢C; ) sudh that P ik=1 ® =1
and ead p;, is a density function parameterizedby W,. The most commonly used
componert density function is the d-dimensional Gaussianfor which y, = (1 ; 81),
wherel, is the meanand §, is the covariance of the Gaussianrepresening the hth
componert, and

. 1 .1 .1 Tgi l i

pPh(Xjh) = Wen (i *n)" 8 7 (Xi th) 2)
Each of these componerts represerts a cluster Cp;h = 1;¢¢¢; k and ead of the n
points are assumedto comefrom exactly one of the componerts and hencebelong
to the corresponding cluster. The clustering problem is to make the best possible
estimate of the componert densitiesunder certain assumptionsand assigna cluster
label to ead of the data-points basedon the most likely componert to have gener-
atedit. Let the setof random variablesZ be the indicator functions denoting which
point comesfrom which cluster. The clustering algorithm tries to nd the valuesof
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the model parameters so asto maximize the log-likelihood of the data, given by

X
L(X;Zj€) =  logP(xi;Zj£) 3)
i=1

Note that unlessZ is known, one cannot directly solve the maximum likelihood
estimation problem, and, for clustering, Z is obviously not known. The classicalway
to addressthis problem isto nd the parameterssothat the expected value of the
log-likelihood is maximized where the expectation is computed over the conditional
distribution p(ZjX;£) of Z given X and £ [Dempster et al., 1977]. The expected
log-likelihood is given by

EL(X;ZJE) = Ezjx e L(X;Z]E) (4)

Again, this cannot be directly solved sincep(ZjX ;£) is not known. This problem
is solved by the Expectation Maximization technique that starts from an arbitrary
choice of £ and iterativ ely improvesthe estimatesof £ and p(ZjX ;£) while trying
to maximize the current estimate of the expected log-likelihood. The technique is
guaranteed to convergeto a local maxima of the expected log-likelihood. This is a
soft clustering method sincep(ZjX ; £), givesthe soft membershipsof points among
the clusters.

2.2 Hierarc hical Metho ds

A hierarchical method createsa hierarchical decomposition of the given data ob-
jects. The results are often displayed via a dendogram, as in Figure 2. At the
leaves, eadh object is a cluster by itself, and the height at which two sub-clusters
are mergedsigni es the distance betweenthesetwo groups. Soif a cluster doesnot
mergewith others over a considerablelength along the vertical axis, it is relatively
stable. The dendogramcan be formed in two ways: bottom-up and top-down The
bottom-up approad, alsocalled the agglomeative approad, starts with ead object
forming a separate group. It successiely mergesthe objects or groups that are
closestaccording to somedistance measure,until a termination condition is satis-
“ed. Depending on whether the distance betweentwo clusters is measuredas the
distance betweenthe closestpair (one from ead cluster), the farthest pair, or an
averageamong all pairs, one obtains the single link, complete link and averagelink
variants of agglomerative clustering. Singlelink is most excient, since an approxi-
mate algorithm is given by the O(N ?) minimum spanning tree solution, but tends
to give elongated clusters and is sensitive to noise. Complete link and averagelink
methods are more computationally expensive, but yield more compactclusters. The
dendogramshown in Figure 2 is for the single link algorithm. If complete link had
beenused,the group f 3,4g would have fused with f 1,29 beforethe group f5,6,79.
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Insert Figure 2 about here

The top-down approad, also called the divisive approacd, starts with all the
objects in the same cluster. In ead successie iteration, a cluster is split into
smaller clustersaccordingto somemeasureuntil atermination condition is satis ed.
For example, in bisecting k-means|[Steinbach et al., 2004, the whole datasetis rst
partitioned into two groups using 2-meansalgorithm. Then 2-meansis applied to
further split the larger of the two groups, and so on till an adequate number of
clusters are obtained. Divisive methods are lesspopular, even though algorithms
sudh as bisecting k-meansare quite excient when the number of clusters required
is small, and often give good results as well.

Earlier hierarchical clustering methods sometimessu®eredfrom the use of over-
simpli ed measuredor splitting and merging. Also, the mergeor split operation was
doneirreversibly. This simplerigid approac could result in erroneousclustersbeing
found. In order to enhancethe e®ectivenessof hierarchical clustering algorithms,
somerecert methods such as ChameleoriKarypis et al., 1999, utilize more complex
and robust principles when splitting or merging the clusters.

2.3 Discriminativ e vs. Generativ e Mo dels

Almost all clustering algorithms essetially try to solve a properly formulated op-
timization problem. Conceptually speaking, it is helpful to categorize clustering
algorithms into geneative and discriminative approaces, basedon how the opti-
mization problem is approaded.

The EM basedsoft clustering algorithm described earlier is a prototypical exam-
ple of the generative approach. This approac assumeghat the patterns belonging
to the various clusters have been generated by a probabilistic pattern generation
processthat is dependert on certain parameters. Quite often there is a well-de ned
mapping betweentheseparametersand the data clusters, though in somecaseghere
is no such explicit mapping. In the soft clustering via EM example, it is assumed
that the data points are producedby a mixture of Gaussians,and the natural choice
for cluster meansare the certers of the componert Gaussians.A generative cluster-
ing algorithm tries to make the best estimate of the parameters of the underlying
generative and then obtains the data clusters using these estimates. Suc a frame-
work correspnds to the model-basedor parametric approadiesin classicalpattern
recognition. Parameter estimation can be done using Maximum Lik elihood(ML),
Maximum Ap osteriori (MAP) or Mean Posterior techniques. It is interesting to
note that all three of these estimates corvergeto the samevalue of £ in the limit
of large datasets, so this distinction is not terribly important in the data mining
cortext.

In a discriminativ e approac, no assumption is made regarding the source or
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method of generation of the patterns. Howevwer, it is assumedthat the patterns exist
in a spacethat has a well-de ned distance or similarity measurebetweenany pair
of patterns. The patterns are placedinto separategroups sothat patterns within a
cluster have high similarity with one another but are dissimilar to patterns in other
clusters, as indicated by a suitable objective function. This roughly corresponds
to the memory-basedor non-parametric approacesin classicalpattern recognition.
Classical agglomerative approaces are good examplesof the discriminative model
of clustering. Graph patrtitioning for clustering alsofollows this paradigm, trying to
minimize the objective

cut(U; U) .\ cut(U; U)
W (U) w(0)

J(U0) = ©)
where W (U) and WU) are the sums of the weights of vertices in partiton U and
U respectively. Depending on how vertex weights are speci ed, sewral versions
of this objective sud as ratio-cut, normalized-cut etc. are obtained. Moreover,
there are extensionsto this formulation for the k-way partitioning case,and some
simple variants of this problem can be solved by using max-°ow min-cut theo-
rems [Leighton and Rao, 1999]. Howewer, for problems of practical interest it is
quite often extremely ditxcult to get exact theoretical solutions. As a result, the
algorithms for sud formulations often rely on approximations, including intelligent
heuristics basedon empirical evidence[Karypis and Kumar, 1999.

2.4 Assessment of Results

There are two fundamentally di®erent ways of evaluating the quality of results de-
livered by a clustering algorithm. Internal criteria formulate quality as a function
of the given data and/or similarities. Typically the quality is measuredby the
compactnessof the clusters, and in some cases,the separation between di®eren
clusters as well. For an internal criterion to be valid, the choice of features and
the assaiated similarity measureshould be appropriate for the problem being con-
sidered. In fact, the ugly duckling theorem [Watanabe, 1969] states the somewhat
\unin tuitiv e" fact that there is no way to distinguish betweentwo di®erer classes
of objects, when they are compared over all possiblefeatures. As a consequence,
any two arbitrary objects are equally similar unlesswe use domain knowledge. In
contrast, external criteria judge quality using additional, external information not
given to the clusterer, sud as classlabels.

2.4.1 Internal (mo del-based, unsup ervised) Qualit y

Sum of squaed errors (SSE): The most popular internal quality measureis SSESSE,
where error is simply the distance betweenead data point and the represenativ e
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(center) of the cluster to which it is assigned. This directly measuresthe average
compactnessof the clusters. It canbe easily showvn that the k-meansalgorithm tries
to greedily optimize this objective, and arrivesat a local optimum. Note that one
can use the transform el SSE jf a quality measureranging from 0 to 1 is desired,
where 1 indicates a perfect clustering.

The SSEobjective can also be viewed from a perspective of a generative model.
Assumingthe data is generatedby a mixture of multi-v ariate Gaussianswith identi-
cal, diagonal covariance matrices, the SSE objective is equivalent to maximizing the
likelihood of observingthe data by adjusting the certers and minimizing weights of
the Gaussianmixture.

Edge cut: When clustering is posedas a graph partitioning problem, the objec-
tive is to minimize edgecut. Formulated as a [0; 1]-quality maximization problem,
the objective is the ratio of remaining edgeweights to total pre-cut edgeweights.
Note that this quality measurecan be trivially maximized when there are no re-
strictions on the sizesof clusters. Sincethe edge-cutmeasureis only fair when the
compared clusterings are well-balanced, the min-cut objective is typically modi ed
to penalize highly imbalancedsolutions, asdonein Equation 5.

Category Utility [Gluck and Corter, 1985]: The category utilit y function mea-
suresquality asthe increasein predictability of attributes given a clustering. Cat-
egory utilit y is de ned as the increasein the expected number of attribute values
that can be correctly guessedgiven a partitioning, over the expected number of
correct guesseswith no sudch knowledge. A weighted averageover categoriesallows
comparisonof di®eren sizedpartitions. Category utilit y is de ned to maximize pre-
dictabilit y of attributes for a clustering, and is most appropriate for low{dimensional
clustering problems, preferably with ead dimensionbeinga categoricalvariable with
small cardinality.

Combined Measures One may employ a combined measurethat looks at both
compactnesswithin clusters and separation among clusters. Thus these measure
are more comprehensie. A variety of sudh combined measuresare evaluated in
[Zhao and Karypis, 2001].

2.4.2 External (mo del-free, semi-sup ervised) Qualit y

One drawbadk of using an internal quality measureis that fair comparisonscan only
be made amongst clusterings with the same choices of vector represenation and
similarit y/distance measure. For example, using edge-cutin cosine-basedsimilarity
would not be meaningful for an evaluation of Euclidean k-means. So, in many
applications a consensun the internal quality measurefor clustering is not found.
Howevwer, in situations where the patterns are categorized(labelled) by an external
source,an external quality measurecan be used. This classof evaluation measures
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can be usedto comparestart-to-end performanceof any kind of clustering regardless
of the modelsor similarities used,and is particularly suitable if the goal of clustering

is to indicate the underlying classes.Note that in situations where classconditional

densities are multimo dal and/or have high degreeof overlaps, the classlabels may

not well represen the natural clustersin the data. Also, remenber that unlike in

classi cation, the \ground truth" indicated by classlabels is not available to the

clustering algorithm.

The simplest external evaluation measureis purity, interpreted asthe classi ca-
tion accuracyunder the assumptionthat all objects of a cluster are classi ed to be
members of the dominant classfor that cluster.

A more comprehensiv measurethan purity is entropy. Rather than just consid-
ering the number of objects “in' and "not in' the dominant classasin purity, entropy
takes the ertire distribution into accoun. Howewer, both purity and entropy are
biasedto favor large number of clusters. In fact, for both thesecriteria, the globally
optimal value is trivially reaced when ead cluster is a single object!

Another alternativ eis to useprecisionand recall, which are standard measuresn
the information retrieval community. If a cluster is viewed as the results of a query
for a particular category, then precisionis the fraction of correctly retrieved objects,
while recall is the fraction of correctly retrieved objects out of all matching objects
in the database. Moreover, the F-measure can be employed to combine precision
and recall into a singlenumber [Baeza-Yates and Ribeiro-Neto, 1999]. Unlike purity
and entropy, the F-measureis not biased towards a larger number of clusters. In
fact, it favors coarserclusterings.

Mutual information [Cover and Thomas, 1991]: A symmetrically de ned mutual
information betweenthe given set of classlabelsand cluster labelsis a superior mea-
sure of external quality. Let the n objects be classi ed into g categories,with n("
being the number of objects in category h. Let theseobjects alsobe clusteredinto k
groups,and n- be the number of objects in cluster|. Also let n‘" denotethe number
of objects that are in cluster ° as well asin category h. Then, a [0,1]-normalized
mutual information-based quality measureis given by [Strehl et al., 2000]:

|
X OF A nMn ©)
nlogg ——
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Mutual information doesnot su®erfrom the biaseslike purity, entropy and the F-
measure. Singletons are not evaluated as perfect. Random clustering has mutual
information of 0 in the limit. Howewer, the best possiblelabeling evaluates to less
than 1, unlessclassesare balanced.

ﬁ(MI) = g

External criteria enable us to compare di®eren clustering methods fairly pro-
vided the external ground truth is of good quality. For the casestudy on documert
clustering in Sec.7, normalized mutual information will be our preferred choice of

15



evaluation, becauseit is an unbiased measurefor the usefulnessof the knowledge
captured in the clustering in predicting category labels.

2.5 Visualization of Results

One or two dimensional data can be readily visualized in the original feature space.
Visualization of higher dimensional data clusters can be largely divided into three
popular approades:

1. Dimensionality reduction by selectionof 2 or 3 dimensions,or, more generally,
projecting the data down to 2 or 3 dimensions. Often thesedimensionscorre-
spond to principal componerts or an scalable approximation thereof (e.g.,
Fastmap [Faloutsosand Lin, 1995]). Another noteworthy method is CViz
[Dhillon et al., 1998],which projects all data-points onto the planethat passes
through three selectedcluster certroids, to yield a \discrimination optimal"
2{dimensional projection. These projections are useful for a medium number
of dimensions, i.e., if d is not too large (< 100). An immediate question is
how much degradation occurs becauseof the data projection. This is highly
data and domain dependert. For text mining, linearly projecting down to
about 20-50 dimensions does not a®ectresults much (e.g. latent semartic
indexing); projection to lower dimensions leads to substartial degradation
and 3{dimensional projections are of very limited utilit y. Nonlinear projec-
tions have also been studied [Chang and Ghosh, 200]. Recreating a 2{ or
3{dimensional spacefrom a similarity graph can also be done through multi-
dimensional scaling [Torgerson,1952].

2. Parallel axis plots show ead object as a line along d parallel axis. Howewer,
this technique is rendered ine®ectiw if the number of dimensionsd or the
number of objects getstoo high.

3. Kohonen's Self Organizing Map (SOM) [Kohonen, 1995 provides an innova-
tive and powerful way of clustering while enforcing constraints on a logical
topology imposedon the cluster centers. If this topology is 2{dimensional,
onecanreadily "visualize" the clustering of data. Essenially a 2{dimensional
manifold is mapped onto the (typically higher dimensional) feature space,
trying to approximate data density while maintaining topological constraints.
Sincethe mapping is not bijective, the quality can degradevery rapidly with
increasingdimensionality of feature space,unlessthe data is largely con ned
to a much lower order manifold within this space[Chang and Ghosh, 2007.
Multi-dimensional scaling (MDS) and assaiated methods also face similar
issues.
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Seweral visualization techniques relevant to data mining can be found in Chapter
14 of this book. The visualization technique usedto display the results of the case
study in Section 6 involvesa smart reordering of the similarity matrix. Reordering
of data points for visualization has also beenusedin other cortexts, for example,
cluster analysis of genomedata [Eisen et al., 1998].

3 Clustering Challenges in Data Mining

In spite of the rich literature, tradition and broad range of tools, existing methods
for clustering are sewerely challengedby applications involving certain large datasets
that are being acquired recertly from sciertic domains as well as the world wide
web.

In addition to scalability, problems may arise becauseof the dixcult nature of
the data. For example, data may be very high dimensional, highly noisy, have lots
of outliers and/or exhibit broad regionswherethere are no good clusters. Data may
also not be readily amenableto a vector represettation, e.g. sequencedata sud as
weblogs,or structured data such as XML documerts etc. Moreover, the clustering
applications often pose additional requiremerts for evaluation, visualization, and
actionability of results.

Let us illustrate the nature of some of these complex characteristics and new
requiremerts through four concretedata mining application scenarios:

1. Transactional Data Analysis. A large market-basket databaseinvolves
thousands of customersand product-lines. Each record correspondsto a store visit
by a customer, so a customer can have multiple entries over time. The whole trans-
actional databasecan be conceptually viewed as a a product (feature or attribute)
by customer (object) matrix, with the (i; j)-th entry being non-zeroonly if customer
j bought product i in that transaction. In that case,the entry represers pertinent
information sud as quartity bought or total amournt paid. Since most customers
only buy a small subsetof these products during any given visit, the correspond-
ing feature vector (column) describing sudh a transaction is high-dimensional (large
number of products), but sparse(most featuresare zero). Also, transactional data is
typically highly non-Gaussian.Big customersshow up asoutliers that are signi cant
and should not be Ttered out.

One way to reducethe feature spaceis to only considerthe most dominant prod-
ucts (attribute selection), but in practice this still leaveshundreds of products to be
considered. And sinceproduct popularity tends to follow a Zipf distribution with a
heavy tail of the lesspopular products that are not readily ignored sincethey typi-
cally have higher pro t margins! A \roll-up" operation to reducenumber of products
results in a corresponding lossin resolution or granularity. Feature extraction or
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transformation is typically not carried out as derived featureslosethe semartics of
the original onesas well as the sparsity property. Thus, even after preprocessing,
one is left with clustering non-Gaussianvectors in hundreds of dimensions. Note
that the majority of data mining clustering algorithms either approximate k-means
or local data densities, and both approachesare sewerely hampered by the curse of
dimensionality in suc spaces.

Current solutions avoid the curse by grossly simplifying the data-view. Two
yearsbadk, when we talked to seeral large retail storeson behalf of a data mining
compary (Knowledge Discovery One, now part of Netperceptions), the standard
approach wasto segmeim customersbasedon a macro-lewel view, for example, by
modeling ead person by up to 5 numbers (recency frequency monetary value,
variety and tenure, or RFMVT) plus demographicsinformation. Suc approades
fail to capture actual purchasingbehavior in more complexways sud astaste/brand
preferences,or price sensitivity, In academia,the most popular approac was (and
still is) to binarize the data sothat ead transaction is reducedto an unorderedset of
the purchaseditems. Thusonecanusetechniquessuc asthe apriori algorithm or its
many variants and improvemerts, to determine assaiations or rules. Unfortunately,
this results in loss of vital information: one cannot di®ereriate betweenbuying 1
gallon of milk and 100 gallons of milk, or one cannot weight importance between
buying an apple vs. buying a car, though clearly these are very di®erert situations
from a businessperspective. In fact none of the clients we interviewed found this
approad satisfactory!

Clustering transactional data alsointro ducesthree new requiremerts. First, the
clusters should be balanced, i.e. of comparable size according to some measureof
importance (humber of customers/products, revenue represetted, etc.), sothat com-
parable amourts of resourcegnumber of salesteamsor marketing dollars, shelf/°o or
space)can then be allocated to them [Strehl and Ghosh, 2002]. Since balancing is
a global attribute, it is dixcult to achieve by locally iterative, greedy methods.
Second,ead cluster should be easily characterized and the overall results visual-
ized and interpreted by a non-technical person such as the store manager. This
eliminates se\eral clustering and post-processingchoices. Seasonaliy e®ectsalso
needto be taken care of, for example clustering annual data instead of separately
looking at summer and winter patterns can mask important seasonalassaiations
[Gupta and Ghosh, 2001]. As a nal note, text documerts represened as bag-of-
words have somesimilar characteristics of high dimensionality and sparsity, though
the clustering problem here is somewhat less se\ere since vector normalization is
e®ectie in this domain, and LSI can project documerts to about 100 dimensions
without much degradation.

2. Next generation clickstream clustering . A visitor to a websiteis char-
acterized by a set of one or more sessionsgad sessioncomprising of the sequene of
pagesvisited, time spent on ead page,information typedin, etc. Clustering visitors
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basedon sud clickstream information helpsa websiteto provide customizedcontent
for the users,thereby making it more sticky and enhancinguserexperience. But how
can one cluster sets of sequencef entries having both symbolic and numeric at-
tributes? Current commercialsolutions (NetGenesis, Tiv oli WebLogAnalyzer, etc.),
store preprocessedlog data (and for app-seners, supplemenary information suc
asseart queriesentered) into a data warehousewhere OLAP tools are usedto look
at summary information - essetially rst order statistics and breakouts - to answer
guestionssuc as how many visitors cameto this page,where they camefrom and
where they went on the next click. Typically detailed sequenceand time informa-
tion is simply ignored, even though our recert studies [Banerjeeand Ghosh, 2001]
shaow that theseignored quarntities make substartial di®erencein cluster quality for
certain websites. Somereseart papers also glossover suc details while others are
more sophisticated in that they deal with the sequetial nature of data through
frequernt path or Markov model analysis, but do not scalewell.So clustering visitors
basedon rich sequenceaepresenations, while beingto scaleand incremertally adapt
to newly acquired data at rates of GBytes/day, remains an open challenge.

3. Clustering Coupled Sequences. Tools sudh as Hidden Markov Models
(HMMs) are widely usedfor clustering or classifying sequence®f both symbolic and
numeric data. A fundamenal assumptionunderlying such toolsis that the sequences
are independertly generated. But in seweral applications, sequencesare actually
quite coupled. For example, considerthe di®erert EEG channelsbeing measuredsi-
multaneously from a patient, or the two setsof movemert sequence®btained from a
dancing (or ghting) pair of humans [Zhong and Ghosh, 2002, Brand et al., 1997.
Researters have started to describe such data types through a variety of cou-
pled HMM formulations.Can one develop scalablealgorithms for clustering coupled
sequencedata? Applications abound, specially in bio-informatics and biomedical
processing.

4. Large Scale Remote Sensing. Determining the type of ground cover based
on airborne sensorsis a prototypical remote sensingapplication that has received
a new life with the wider and cheaper availabilit y of high resolution hyperspectral
data. The inputs to this classi cation problem are vectors of about 200 dimen-
sions represening energy measuredin cortiguous, narrow bands measured from
ead \pixel" [Kumar et al., 2001]. While exploiting spatial, spectral and temporal
correlations in such high-dimensional data is challenging in itself, the real problem
is that providing ground truth requires actual "eld work, is expensive and often
highly subjective as well. By clustering the data measuredfrom a nearby region
and relating these clusters to those obtained from an already labelled region, one
can eliminate someof the easierpixels and reducethe costsof incremertal ground
truthing. E®ectiwely this translates to a problem of combining multiple clusters
without having a guaranteed one-to-one correspondence between clusters or even
the underlying ground-cover classes. This problem is related to both active learn-
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ing and semi-supervised learning, but is even more ditcult becauseof its dynamic
nature: classdistributions and proportions changeover time and space.

The four application areas described above involve complex data (sets of se-
guences,coupled sequenceshigh-dimensional non-gaussiandata) as well as addi-
tional requiremenrts or constraints such as balancing, large number of clusters, dis-
tributed processingand presenceof legacy clusters. Some other challengesoften
encourtered in data mining applications include presenceof mixed attribute types
(numerical, binary, categorical, ordinal) within the samerecord, high amourts of
noise and domain constraints. Moreover, one may needto employ anytime algo-
rithms that provide a range of cluster quality vs. clustering time tradeo®s, or
incremertally adaptable algorithms that can quickly modify an existing clustering
in responseto additional data. All theseissuesdemand more powerful or general
approadesto the clustering problem.

4 Scalable Clustering for Data Mining

Scalability in the senseof computational tractabilit y is a certral issue for data
mining. There are three main aspects of computational scalability:

1) Scalability to large number of recordsor patterns, N. One would like algorithms
that are near-linear in N. If the records are kept in secondarymemory, it is also
desirableto minimize the number of disk accesse®r scans.

2) Scalability to large number of attributes or dimensions, d. High dimensional
spaceshave peculiar properties that may sewerely handicap methods that work well
in much lower dimensions.

3) Scalable to large number of processors,P. This is relevent if one wants to
implement the algorithm on parallel or distributed machines. Ideally, the total
computation involved can be split into P near-equalparts that can be executedin
parallel with very little communication or other overheads.In suc casesnearlinear
speedupscan be obtained. Fortunately, many clustering algorithms can be readily
parallelized in excient ways [Dhillon and Modha, 1999, sowe will just focuson the
“rst two aspects.

4.1 Scalabilit y to large number of records or patterns,
N

Scalability with respect to humber of patterns (records) N, was not an important
issuein classicalworks on clustering, and serwes as a key distinguishing feature of
seweral recert data mining oriented proposals[Rastogi and Shim, 1999]. The holy
grail here is to achieve high-quality clustering with a near-linear algorithm, that
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involves only a small number of passesthrough the database. One can improve
scalability from four directions (i) sequetial building, (ii) spaceor data partitioning
(iii) sampling and (iv) limiting comparisons.

Sequential building. These approaces start with a \core" clustering using
a small number of records. Then the rest of the data is examined one by one,
and in responseto ead record, the coresare either adjusted or new clusters are
formed. The leader-clusteringalgorithm [Jain et al., 1999 is a classicalexample of
the seguential building approach. Sequetial building is specially popular for out-
of-core methods, the idea being to scanthe databaseonceto form a summarized
model in main memory. Subsequehre nement basedon summarizedinformation is
then restricted to main memory operations without resorting to further disk scans.
In general,sequetiial building approacesare very suitable for on-line or streaming
data, but the results are typically weaker and also quite sensitive to the sequenceof
incoming data points.

A niceillustration of how the k-meansalgorithm canbe approximated in this way
is givenin [Fayyad et al., 1998]. Recollectthat the underlying generative model for
k-meansis a mixture of Gaussianswith the samespherical covariance. Secondly the
suzxcient statistics for a single Gaussianare given by its meanand variance, both of
which canbereadily estimated givena nite samplefrom it, if oneknowsthe number
of datapoints in the sample, the sum of their values and the sum of the squared
values. Finally, this triplet of valuescan be updated when a new point is added, by
simply incremerting the number court, and adding the value and value-squaredof
this point to the running sum and sum-squaredvalues, respectively. The scalable
method in [Fayyad et al., 1998]exploits all the three obsenations madeabove. First,
like in regular k-means,k seedsare chosen,say by sampling from the database,and
the number of points (initially equalto oneper cluster), sumand sum-squaredvalues
are initialized for thesek \clusters". As the rest of the data is scanned,if a point
is closeenoughto one of the cluster certers, then the triplet of statistics for that
cluster is updated. Otherwise, the data is copiedinto main memory. Soat the end of
the scan,onehask setsof triplets, ead represening a cluster, aswell as someother
points that represen outliers or clusters not well captured by the initialization.
The hope is that sud information can be easily contained in main memory, and
subsequetly re ned to yield k clusters. In fact, there may be adequate spaceto
simultaneously update seeral k-meanssolutions, ead stemming from a di®erert set
of initializations, aswe scanthe data. Subsequetly, these solutions can be merged
to obtain a single solution that is more robust to initialization. The sameauthors
later on also showved how the method could be applied to soft k-meansthat usesthe
EM algorithm. Futher re nements are discussedin [Farnstrom et al., 200J. Note
that the goal of having a single pass approximation of the multi-pass k-meansis
achieved admirably, but the methods cannot escage from the inherent limitations
of k-means- that it best applies to numeric data mostly distributed as spherical
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clouds of about the samesize.

Another noteworthy sequettial building approad is BIR CH, which stands for \
balanced, iterativ e reducing and clustering using hierarchies" [Zhang et al., 1997.
It usesan index tree that is incremertally built asthe data is scanned. With ead
node of the tree is a triplet of \number, sum and sum-squared" values of all the
recordsunder that node, which is updated whenewer a new record is passedto that
node or to its children. Balancing of the tree can be done by splitting a node if
it represerts too many records. Once again, a single-disk scan and thus highly
scalable method is obtained with a desirable incremental update capability, but
retaining the limitations of k-means. In addition, the number of clusters cannot be
pre-determined, so multiple runs or post-processingis required.

Space or data partitioning.  Supposeoneis given a partitioning of the input
spaceinto (nearly) disjoint regions. Theseregions can be viewed as bins, and the
count of the number of records that fall into ead bin can be determined with a
single databasescan. After merging adjacert densebins, contiguous regions (each
comprising of one or more bins) of relatively high density are obtained, and eadh
sudh region can be viewed as a cluster. Thus binning itself is a crude clustering
technique! The keyissueis how to specify the bins. There is a wide variety of choices,
but primarily one can try to have bins of equal volumesin feature space (space
partitioning) or bins represeiing roughly equalamourts of data (data partitioning).
Note that in databases,a variety of mecanisms for excient indexing based on
spacepartitioning (e.g. B-trees, R-trees and variants) and data-partitioning (such
as KDB-trees) already exist. In fact one can view a lower node of sud trees as
represerning a cluster of all the recordsunder it. Thus it may make senseto use
such partitioning structures for clustering as well. In addition, rolling up the data
along concept hierarchies also provides natural aggregating mecanisms.

Prior domain knowledge is very helpful for pre-segmeting the data using in-
dices or other partitioning methods. Data and space partitioning methods are
typically tractable for up to 10 to 15{dimensional data, and by a judicious hy-
brid of these two approadies, data with tens of attributes may be partitioned
[Chakrabarti and Mehrotra, 1999. Estimating, pre-determining and populating the
partitions becomeincreasingly dizcult in higher dimensions,wheresigni cant over-
laps amongthe hyper-rectanglesand/or the occurrencesof several empty areasbe-
comeincreasingly common.

Sampling. Samplingcanbe applied to make a slower algorithm \scalable", at a
possiblecostin quality. The ideais to cluster only a subsetof the records,and then
use a quick heuristic to allocate the remaining recordsto the clusters obtained in
the rst step. In applications such as documert browsing, quality takesa backseat
to speed, and sampling basedalgorithms sud as Buckshot for the Scatter/Gather
apBr%ch [Cutting et al., 1992], have been very useful. Note that if the sampleis
O( N), then it can be clustered by a quadratic algorithm in O(N) time. Then , if
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the \nearest cluster center" is usedto allocate the non-sampledpoints, one obtains
an overall O(kN) time. Also related are randomizedapproachesthat can partition a
setof points into two clustersof comparablesizein sublineartime, producing a (1+2)
solution with high probability [Indyk, 1999]. In the data mining context, sampling
has been suggestedas the way to scalability for CLARANS, CURE, ROCK, etc.
Sampling is particularly e®ective for scaling up balanced clustering approades, as
explainedin Sec.4.3. If the underlying clustershave comparablenumber of patterns,
then even a modest sample has high probability of containing represenativ esfrom
ead cluster, thus ensuring that the quality of the clusters obtaining using only the
sampleddata is reasonable[Banerjee and Ghosh, 2003.

Limited comparisons. Clustering is a global procedurethat is, in its common
formulations, at least NP-complete if more than two clusters are sought. lterativ e
heuristics, such as k-meansand k-medoidsare linear in N sincethey compare eadh
data point only to cluster represenativ es rather than to all other points. Conse-
quertly, they are very popular but are vulnerable to the initial choicesof the cluster
represenmativ es. Also, a method basedon limited comparisonsis handicapped if a
global metric sudh as balancing is also desired.

4.2 Scalabilit y to large number of attributes or dimen-
sions, d

Sincedealing with a large number of dimensionsis dixcult, this aspect is typically
addressedby reducingthe number of attributes in a pre-processingphaserather than
applying the clustering algorithm directly to the high-dimensional data. Solet us
brie®y examineways of obtaining a derived feature spaceof reduceddimensionality
beforelooking at the impact of d on di®eren classesof clustering algorithms.

Reduction can be done by either selection of a subsetbasedon a suitable cri-
teria, or by transforming the original set of attributes into a smaller one using
linear projections (e.g., principal component analysis (PCA)) or through nonlin-
ear means.Extensie approades for feature selection or extraction have beenlong
studied, particularly in the pattern recognition community [Mao and Jain, 1995,
Duda et al., 2001]. If thesetechniques succeedin reducing the number of (derived)
features to the tens or less without much loss of information, then a variety of
clustering and visualization methods can be applied to this reduced dimensionality
feature space. Otherwise, the problem may still be tractable if the data distribution
has a simple structure that can be well captured by a generative approach. For
example, if the featuresare approximately cluster-conditionally independert then it
can be reasonablycharacterized by the superposition of a small number of Gaussian
componerts with identical and isotropic covariances,in which casek-meanscan be
directly applied to a high-dimensional feature spacewith good results. If the com-
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ponerts have di®erert covariance matricesthat are still diagonal (or elsethe number
of parameterswill grow quadratically), unsupervisedBayesor mixture-density mod-
eling with EM, can be fruitfully applied. Recen results on random projections of
mixtures of Gaussiansindicate that one can project suc distributions to O(logk)
space,estimate the parametersin this projected space,and then project them badk
to the original space,obtaining excellert results in the process[Dasgupta, 2000].

Another tractable solution is when most of the data can be accouned for by a
2{ or 3{dimensional manifold within the high-dimensional embedding space. Then
principal surfacesor nonlinear PCA, self-organizingmap (SOM), multi-dimensional
scaling(MDS) or more excient customformulations such asFASTMAP [Faloutsosand Lin, 1995],
can be e®ectiwely applied. A di®erent approac is to assumethat the clusters of
interest are in regions speci ed by a small subset of the attributes. This leadsto
subspaceclustering approades, such as CLIQUE [Agrawal et al., 1998]and CAC-
TUS [Ganti et al., 1999]. In CLIQUE, ead dimensionis either binary/categorical,
or already discretized into bins. The algorithm is basedon noting that denseaxis-
parallel regionsin p dimensionswill have denseprojections along any pj 1 sized
subset of these dimensions. Denseclusters are rst found by projecting the data
onto the individual dimensions. Then the cartesianproduct of one-dimensionalclus-
ters is examinedto identify denseregionsin 2-dimensionalspace.Sud an approac
has the °avor of the Apriori algorithm for nding assaiation rules in its goal of
pruning the seart space. The analogy of a k-itemset here is a denseregion speci-
“ed by choicesin k attributes. Sincethe clusters are "rectangular" in nature, they
are easyto specify as a rule. Howewer, clearly the algorithm is basedon simplistic
assumptionson the data, most signi cant of which are that the clusters of interest
are axis-parallel and that the data is either all categorical or is readily discretized.
CACTUS is another interesting algorithm specializedfor categorical data.

Supposeone has already performed feasibledimensionality reduction at the pre-
processingstagesud that further reduction will incur signi cant information loss. If
this reducedspacestill hashundreds of dimensions,the \curse of dimensionality” is-
sueis formidable. [Friedman, 1994. The vast majority of data mining oriented clus-
tering proposalsfor numerical data focus on an excient approximation of k-means,
k-medoids, or density estimation. Thus these approadesinherit the fundamertal
limitations of the underlying generative data models, and in particular will have
dixcult y with highly non-gaussiandata in spacesof such dimensionality. Indeed,
data mining paperson \scalable, high-dimensional clustering” only report results on
simple data typeswith only up to a few tens of attributes [Agrawal et al., 1998]. To
be fair, algorithms such as DBSCAN were intended to be usedfor low dimensional
problems such as spatial clustering, and soare ne within their scope.

To try avoiding clustering in high-dimensional spacesit is often more tractable
to work in a similarity space that consistsof a similarity value (typically a number
between 0 and 1) for ead pair of objects, instead of the original feature space.
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Thus both graph partitioning and hierarchical clustering can be applied to high-
dimensional data so long as a suitable (domain-speci ¢) similarity measurecan be
found. Another advantage of working in similarity spaceis that one can more easily
cater to more complex data types such as variable-length sequencesrecords with
mixed attributes and structured data such as XML Ies, onceagain assumingthat a
suitable measureof similarity betweenpairs of such complex objects can be found.
The casestudies presened later give speci ¢ examplesof this approad.

4.3 Balanced Clustering

Balancing is usually not a criteria in clustering algorithms, even though several ap-
plications prefer this quality. In fact, algorithms such as k-meansand single-link
agglomerative clustering quite often give clusters with widely varying sizes. But
certain approaciestend to give more balanced clusters than others. For example,
bisecting k-meansstrivesat balancing by partitioning the larger clusters, while the
complete and averagelink variants of agglomerative clustering in generalgive more
balanced results than the single-link algorithm. Approachessuc as BIRCH, that
limit the diameter of a cluster, and recombination methods sud as ISODATA also
provide someamount of balancing. Also as mentioned previously, constrained par-
titioning of a similarity graph automatically incorporates balancingin the objective
function.

Among online methods, the most notable approac to balancing is frequency
sensitive competitiv e learning (FSCL), which was originally formulated to rem-
edy the problem of under-utilization of parts of a codebook in Vector Quantiza-
tion [Ahalt et al., 1990. FSCL introducesa \conscience mecanism” that multi-
plicativ ely scalesthe distortion (distance of the codebook vector or cluster represen-
tative from the input) by the number of times that exemplar was a winner in the
past. Thus highly winning represenativ es were discouragedfrom attracting new
inputs. This sthemeis quite excient, and we have recertly adaptedit for clustering
documerts represerted by unit-length bag-of-words vectors, with promising results
[Banerjee and Ghosh, 2002].

Balancing is a global attribute, and socon’icts with scalability demands. More-
over the natural clusters presert in the data may not be of equal size. Thus one
should be open to relaxed balancing even when the application demandsbalanced
results. A middle ground betweenno constraints on balancing (e.g., k-means)and
tight balancing (e.g., graph partitioning) can be achieved by over-clustering using a
balancedalgorithm and then merging clusters subsequetly.
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5 Sequence Clustering Techniques

The analysisof variable length sequettial patterns is di®eren from analysisof many
other data types since they cannot be expressedezciently as\p oints" in a nite
dimensional vector space. Elemerts of a sequencecan be (a) discrete symbols e.g.,
web page accessesprotein and genesequencespr (b) corntinuous numeric values,
e.g., biological time series(e.g. EEG data), speed signals and gene expression
data. Complex sequencedata include those that involve signi cant long-term tem-
poral dependencies,noise-corrupted measuremets, or multiple channels/sequences
coupledtogether [Zhong and Ghosh, 2002]. Clustering of sequencess relatively less
explored but is becomingincreasingly important in data mining applications suc
as web usagemining and bioinformatics.

Existing sequenceclustering approadcesfor both typesof data are best viewed
under the discriminativ e vs. generative paradigm explained in Sec.2.3. Discrimi-
nativ e Approac hes determine a distance or similarity function betweensequence
pairs, and then resort to traditional clustering. For sequencesof symbols drawn
from a given alphabet, the most commonly used distance functions measure the
cost of converting one sequenceto the other via elemenary operations: Insertion,
in which a particular alphabet is inserted; Deletion, in which an alphabet is deleted,;
Substitution, where an alphabet is replaced by another; and Transposition, where
two di®erert alphabets are swapped. A popular distance functions using these ba-
sic operations is the Levenshteinor Edit distance [Levensttein, 1965], which allows
insertions, deletions and replacemerts. In the simpli ed de nition, all operations
cost 1. This can be rephrasedas \the minimal number of insertions, deletions and
replacemens to make two strings equal”. In the literature this problem is in many
casescalled \string matching with k di®erences"[Mannila and Ronakainen, 1997.
Other measuresinclude the well-known Hamming distance, the Episaode Distance
which allows only insertions, and the LongestCommon Subsguene distance, which
allows only insertions and deletions, and will be usedin the next sectionfor a case
study on clustering web-site visitors basedon their weblogs.

For numeric sequencesexpert knowledge-basedheuristics or dynamic program-
ming techniques suc as dynamic time warping are often used. In general, deter-
mining a good similarity measurefrom the cortinuous sequencess highly domain-
dependert and nontrivial. Calculating the similarity measurebetweenall pairs of
sequencess also computationally inexcient.

An alternative way to cluster sequencesof symbols is to pad the sequences
such that they all becomeequal-sized. Then ead sequencecan be viewed as a
vector of length equal to the (padded) sequencelength, and whose componerts
are simply obtained from the corresponding positions in the sequence. Then any
suitable existing vector clustering algorithm can be applied. Note that padding may
intro duce artifacts that sewerely compromiseclustering results.
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Parametric, model-based approac hes, on the other hand, attempt to learn
geneative models from the data, with ead model corresponding to one particular
cluster. The type of models is often speci ed a priori, suc as the mixture-of-
gaussians(MOGs) or HMMs. The model structure (e.g. number of gaussiansin
a MOG model or number of hidden states in an HMM) can be determined by
model selection techniques [Li and Biswas, 2000 and parameters estimated using
the EM algorithm that optimizes a likelihood criterion. For sequencedata, genera-
tive model-basedclustering (typically invoving Hidden Markov Models) are a natu-
ral t [Smyth, 1997,Cadezet al., 2000], given the ditcult y of constructing feature
vectors or otherwise directly nding good similarity measuresbetweensequences.

6 Case Study: Similarit y Based Clustering of
Mark et Baskets and Web-Logs

In this sectionwe present a casestudy on clustering customersand products based
on transactional data, summarizingthe OPOSSUM (Optimal Partitioning of Sparse
Similarities Using Metis) framework described in [Strehl and Ghosh, 2002]. The
issuesand challengeswith this task were discussedin Section 3. The solution is
in the form of a relationship based approad, that tries to side-step the \curse
of dimensionality" by working in a suitable similarity spaceinstead of the original
high-dimensionalattribute space.This intermediary similarity spacecan be suitably
tailored to satisfy businesscriteria such as requiring customer clustersto represen
comparable amourts of revenue. Ezcient and scalable graph-partitioning based
clustering techniquesare then applied in this space.The output from the clustering
algorithm is usedto re-orderthe data points sothat the resulting permuted similarity
matrix can be readily visualizedin 2 dimensions,with clustersshowing up asbands.

The rst stepisto determine a suitable measureof similarity betweentwo market
baskets. The extended Jaccard similarity measurebetweentransactions x5 and
Xb, IS given by

X1 Xp _
kxak3 + kxpk3 i X2 xp'

sY (xa;xp) = ©)
where T denotestransposeand the subscript 2 indicates that the L, norm is being
considered. This measureturns out to be a very suitable measurefor suc transac-
tional data. Note that if featuresare all binary, sothat both x5 and x,, are reduced
to setsof items, the Jaccard coexcient measuresthe ratio of the cardinalities of the
intersection to the union of thesetwo sets.

Giventhe similarity measureshetweenead pair of transactions, onethen forms
a similarity graph that is to be partitioned into k piecesas described in Section?2.1.
Sincewe want ead cluster to be of comparableimportance, while striving to nd an
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edgeseparator with a minimum sum of edgeweights that partitions the graph into
k disjoint pieces,a balancing constraint is imposedthat setsa bound on the size of
the largest cluster, where the size can be measuredby the number of customersin
a cluster or by the amourt of revenue corresponding to these customers.

The resultant constrained multi-ob jective graph partitioning problem is ably
handled by the software padkage Metis[Karypis and Kumar, 1998]. It operatesin
three phases: (i) coarsening,(ii) initial partitioning, and (iii) re ning. First a se-
guenceof successiely smaller and therefore coarsergraphsis constructed through
heavy-edge matching. Secondly the initial partitioning is constructed using one
out of four heuristic algorithms (three basedon graph growing and one basedon
spectral bisection). In the third phasethe coarsenedpartitioned graph undergoes
boundary Kernighan-Lin re nement. In this last phasevertices are only swapped
amongst neighboring partitions (boundaries). This ensuresthat neighboring clus-
ters are more related than non-neighboring clusters. Metis is extremely fast and
excient. It hasan addedbene t of imposing a seriation or ordering of the clusters,
which can be exploited to visualize the clustering results in terms of the re-ordered
similarity matrix renderedas a grayscaleimage.

Insert Figure 3 about here

Figure 3 visually comparesthe results of (a) k-meanswith OPOSSUM that pro-
vides clusters of similar size(b) or reverue (c), for k = 20. The symmetric customer
£ customer matrix is reordered so that customersfrom the samecluster are con-
tiguous. Cluster boundaries are marked horizontally and vertically with red lines
dividing the matrix into k? rectangular regions. The gray level at ertry (i; j) is pro-
portional to the behavioral similarity betweencustomeri and customerj. Hence,
the averageamourt of graynessin the diagonal and o®-diagonalrectanglesrepre-
serts the degreeof similarity within and betweenthe corresponding clusters. This
information can be usedto interactively make post-processingcluster split/merge
decisions; please see www.strehl.com for demos. The numbers belov the gures
shaw the rangesof the number of customers/cluster and the total revenue per clus-
ter obtained by the corresponding algorithm. For example, k-meansresults in one
singleton, seweral very small clusters, as well as one big cluster of 1645 customers
out of atotal of 2466customers. OPOSSUM's customerbalancedsolution (b) yields
cluster sizesof 122 to 125, and revenue balancedversion (c), obtained by changing
only the weight formula, hassizesranging from 28to 203, but very comparablebased
on total dollar amounts. In fact, Figure 3(b) and (c) indicate superior results to (a)
on all three indicators: compactness,isolation, and balancing, even though there
is the additional constraint for balancing. Favorable comparative results are also
obtained against someother popular clustering methods [Strehl and Ghosh, 2002].

Insert Table 1 about here

A very compact and useful way of pro ling a cluster of products is to look at
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their most descriptive and their most discriminative features. For market-basket
data, this can be done by looking at a cluster's highest revenue products and the
most unusual revernue drivers (e.g., products with highest reverue lift). Reverue
lift is the ratio of the averagespending on a product in a particular cluster to the
averagespending in the ertire dataset.

In Table 1 the top three descriptive and discriminative products for the cus-
tomers in the 20 revenue balanced clusters are showvn (seealso Figure 3(c)). Cus-
tomers in cluster G, for example, mostly spent their money on smoking cessation
gum ($10.150n average). Interestingly, while this is a 35{fold averagespending on
smoking cessationgum, thesecustomersalso spend 35 times more on blood pressure
related items, pearuts and snadks. Do these customerslead an unhealthy lifestyle
and are eagerto change? Cluster G5, which can be seento be highly compact
cluster of Christmas shoppers characterized by greeting card and candy purchases.
Note that Opossum had an extra constraint that clusters should be of comparable
value. This may force a larger natural cluster to split, as may be the casecausing
the similar clusters G and Gyg. Both are Christmas gift shoppers (Table 1(top)),
cluster Gy are the moderate spendersand cluster Cyg are the big spenders,as cluster
Cio is much smaller with equal revenue cortribution. Our hunch is reinforced by
looking at Figure 3(c).

To show its versatility, the above methodology was also successfullyusedto clus-
ter web documerts and web usagesessionspoth of which are also represerned by
sparse,high-dimensionalvectors[Strehl et al., 2000, Strehl and Ghosh, 2002]. How-
ever the overall method is O(N 2) which is a key drawbadk, but can be addressedoy
sampling and bootstrapping.

7 Case Study: Impact of Similarit y Measures
on Web Document Clustering

Documert clusters can provide a structure for organizing large bodies of text for
excient browsing and seardiing. For example, recert advancesin Internet searth
engines(e.g., www.vivisimo.com , www.metacrawler.com) exploit documert cluster
analysis. For this purpose,a documert is commonly represerted as a vector consist-
ing of the suitably normalized frequency counts of words or terms. This is the \bag
of words" represeration sincethe ordering of the words is not rememnbered. Each
documert typically contains only a small percertage of all the words ever used. If
we consideread documert as a multi-dimensional vector, then the dimension of a
documert is the size of the vocabulary, often in the tens of thousands. Moreover
the vectors are sparse,and have positive ordinal attribute values. Thus the dataset
looks similar to the market basket data described in the previous section, with two
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important di®erences:(a) The documert vectors are typically normalized to unit
length, sothat longer documerts do not dominate short articles, and (b) an external
classlabel is often available for eac document and can be usedto just the quality
of the clusters. Sofor such data, what are suitable similarity measures,and how do
they a®ectclustering results for di®erer typesof clustering approaces? We now
summarizethe results in [Strehl et al., 2000]in order to addressthis question.

7.1 Similarit y Measures: A Sampler

In this section, we will introduce seweral similarity measuresrelevant to describing
the relationship between two documerts, and illustrate some of their properties.
Then we will summarize how seweral types of algorithms perform when using the
di®erert measuredo seeif the chosenmeasuresa®ectcluster quality. First, consider
the following choicesfor obtaining a measureof similarity between0 and 1:

. Conversion from a Distance Metric. The Mink owski distancesL p(Xa; Xp) =
P id:1 Xia i XiplP =P are the standard metrics for geometrical problems. For p =
2 we obtain the Euclidean distance. There are seweral possibilities for converting
sudh a distance metric (in [0;inf), with O closest)into a similarity measure(in [0; 1],
with 1 closest)by a monotonic decreasingfunction. For Euclidean space,we chose
to relate distancesd and similarities s using s = e 9. Consequetly, we de ne

Euclidean [0; 1]-normalized similarity as

S® (xa; xp) = @ Xal X0k2 ®

which hasimportant desirable properties (as we will seein the discussion)that the
more commonly adopted s(Xa; Xp) = 1=(1+ kx4 Xpk2) lacks. Other distance func-
tions can be used as well. The Mahalanobis distance normalizes the features using
the covariance matrix. Due to the high{dimensional nature of text data, covariance
estimation is inaccurate and often computationally intractable, and normalization
is doneif needbe, at the documert represenation stageitself, typically by applying
TF-IDF.

Cosine Measure. A popular measureof similarity for text (which normalizes
the featuresby the covariance matrix) clustering is the cosineof the angle between
two vectors. The cosinemeasureis given by

X1 Xp

© (x .y =
ST (XaiXn) = o ek ©)

and captures a scaleinvariant understanding of similarity. An ewven stronger prop-
erty is that the cosinesimilarity does not depend on the length: s© (&xa;xp) =
s(©) (xa;xp) for ® > 0. This allows documerts with the samecomposition, but dif-
ferert totals to be treated identically which makesthis the most popular measure
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for text documerts. Also, due to this property, samplescan be normalized to the
unit spherefor more excient processing.

Pearson Correlation. In collaborative Ttering, correlation is often used to
predict a feature from a highly similar mentor group of objects whosefeatures are
known. The [0; 1] normalized Pearsoncorrelation is de ned as

u ¥ f
1 (Xai %Xa)' (Xpi %p)

(P . _ ai Xa bi Xp .
SV (Xa;Xp) = = +1 ; 10
( a b) 2 ani kakg ¢kXbi kbkz ( )
where %X denotes the average feature value of x over all dimensions. Note that
this de nition of Pearsoncorrelation tends to give a full matrix. Other important
correlations have been proposed, such as Spearman correlation [Spearman, 1906]

which works well on rank orders.

Extended Jaccard Similarit y. The binary Jaccard coexcient measuresthe
degree of overlap between two sets and is computed as the ratio of the number
of shared attributes (words) of x5 and xp to the number possessedy X, or Xp.
For example, given two sets' binary indicator vectors x, = (0;1;1;0)" and xp =
(1;1;0; O)T, the cardinality of their intersectis 1 and the cardinality of their union
is 3, rendering their Jaccard coexcient 1/3. The binary Jaccard coexcient is often
usedin retail market-basket applications. In [Strehl and Ghosh, 2000, we extended
the binary de nition of Jaccard coexcient to cortinuous or discrete non-negative
features. The extended Jaccard is computed as

X3 Xb .
kxaks + kxpk3 i X2 xp'

s (Xa; Xp) = (11)
which is equivalert to the binary versionwhen the feature vector ertries are binary.
Extended Jaccard similarity [Strehl and Ghosh, 200q retains the sparsity property
of the cosinewhile allowing discrimination of collinear vectors as we will shav in
the following subsection. Another similarity measurehighly related to the extended

. . . T . .
Jaccard is the Dice coexcient (s(® (xa;xp) = Wﬁ%? . The Dice coezcient
afa 2

can be obtained from the extended Jaccard coe+cient by adding x! x;, to both the
numerator and denominator. It is omitted heresinceit behavesvery similar to the
extended Jaccard coexcient.

Other (Dis-)Similarit y Measures. Many other (dis-)similarity measures,
such as mutual neighbor or edit distance, are possible[Jain et al., 1999. The sim-
ilarit y measuresdiscussedabove are the onesdeemedpertinent to text documerts
in previous studies [Salton, 1989.

7.2 Clustering Algorithms and Text Data Sets

For a comprehensie comparison,oneneedsto examinese\eral clustering algorithms
over multiple datasets. The results below comparefour approaces: k-means(KM),
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graph partitioning (GP), hypergraph partitioning (HGP) and a one-dimensionalSelf
Organizing Map (SOM), (see Section 2.1 for details), with four variants involving
di®erent similarity measures)ead for k-meansand graph partitioning. A random
partitioning was added as a baseline, thus yielding elewen solutions in total. Four
datasetswere chosen:

2 YAH This data was parsed from Yahoo! newsweb-pages[Boley et al., 1999]
and can be downloaded from ftp://ftp.cs.umn.edu/dept/users/boley/
(K1 series). The pagesare from 20 categorieswith highly unevendistributions.

2 N2Q The data contains roughly 1000 postings ead from 20 newsgrouptop-
ics [Lang, 1995. While these groups are balanced, some of the newsgroups
are highly related while others are not. The data can be found e.g., at
http://www.at.mit.edu/ » jrennie/20Newsgroups/ .

2 WKBFrom the CMU Web KB Project [Craven et al., 1998], web-pagesfrom
ten industry sectorsaccordingto Yahoo! were selected. Each industry con-
tributes about 10% of the pages.

2 REUThe Reuters-21578Distribution 1.0is available from Lewis at http://www.research.att.com/
We usethe primary topic keyword as the category There are 82 unique pri-
mary topics in the data. The categoriesare highly imbalanced.

The data setsencompassa large variety of text styles. E.g., in WKBlocumerts vary
signi cantly in length, someare in the wrong category, someare dead links or have
little corntent (e.g., are mostly images). Also, the hub pagesthat Yahoo! refersto
are usually top-level branch pages. Thesetend to have more similar bag-of-words
content acrossdi®erer classege.g., contact information, seard windows, welcome
messagesthan news content oriented pages. In contrast, the content of REUare
well written news agency messages.However, they often belongto more than one
category.

Words were stemmed using Porter's sutx stripping algorithm [Frakes, 1992]in
YAHand REU For all data sets, words occurring on average between 0:01 and 0:1
times per documert werecourted to yield the term-documert matrix. This excludes
stop words sudch asa, and very genericwords such asnew aswell asvery rare words
sud as haruspex.

7.3 Comparativ e Results

Clustering quality as measuredby mutual information aswell as balance,was used
to compare the results of the eleven approacdes on the four document data sets.
For ead data set,the number of clusters k was set to be twice the number of cat-
egoriesg, except for the REUdata set where k = 40 was used since there are many
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small categories. Using a greater number of clustersthan classesallows multi-mo dal
distributions for ead class. For example, in an Xor like problem, there are two
classesput four clusters.

For eath data set, results were averagedover ten trials. Every experimert in-
volved a randomly chosensampleof 800documerts from the entire corpus. Figure 4
averagesthe four setsof averagedresults, to indicate mean performancewith stan-
dard variation bars. This high level summary is showvn for brevity sincethe trends
are very clear even at this macro-lewel. In Figure 4(a), the Y axis indicates quality
in terms of mutual information, while the X axis lists the clustering method used,
with C, P, J and E indicating the similarity measureused (cosine, Pearsoncorrela-
tion, Jaccard or Euclidean). It is clear that cosine,correlation and Jaccard based
graph partitioning approaces work best on text data followed by non-metric k-
meansapproadces.Clearly a hon-metric e.g., dot-product basedsimilarity measure
is necessaryfor good quality. Due to the consenative normalization, depending on
the given data setthe maximum obtainable mutual information (for a perfect classi-
“er!) tendsto be around 0.8to 0.9. A mutual information-based quality around 0.4
and 0.5 which is approximately 0.3to 0.4 better than random, is an excellert result.
Hypergraph partitioning constitutes the third tier. Euclidean techniques including
SOM perform rather poorly. Surprisingly, the SOM still deliverssigni cantly better
than random results despite the limited expressienessof the implicitly used Eu-
clidean distances. The succesof SOM is explained with the fact that the Euclidean
distance becomeslocally meaningful oncethe cell-cenroids are locked onto a good
cluster.

All approadhes behaved consisterily over the four data sets with only slightly
di®eren scalecausedby the di®erent data sets' complexities. The performancewas
best on YAHand WKBollowed by N20and REU Interestingly, the gap between GP
and KM techniques is wider on YAHthan on WKBThe low performance on REUs
probably due to the high number of classeq82) and their widely varying sizes.

Insert Figure 4 about here

To comparethe amourt of balancing, the metric usedwas:

a®AL)y - M=K (12)

.....

Thus a balanceof 1 (highest value possible)indicates that all clusters have the same
size. From gure 4(b), the advantages of graph partitioning for getting balanced
results are clear. Graph partitioning explicitly tries to achieve balancedclusters The
secondtier is hypergraph partitioning which is alsoa balancedtechnique followed by
non-metric k-meansapproadies. Poor balancing is shovn by SOM and Euclidean
k-means. Interestingly, balancednessdoes not change signi cantly for the k-means
basedapproachesasthe number of samplesN increases.Graph partitioning based
approadesquickly approac perfect balancing aswould be expected sincethey are
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explicitly designedto do so.

The casestudy shows that in a speci ¢ domain, certain similarity measurescan
signi cantly outperform others even when usedwith the sameclustering alrorithm.
For text clustering, a suitable normalization of the documert vectorsis very helpful.

8 Clustering Software

Sinceclustering is a fundamertal and widely usedroutine, it is not surprising that a
wide variety of clustering software is available, both commercially and as freeware.
Any reasonablestatistical or data mining padage will have a clustering module.
The most common implementations are somevariant of k-meansand of hierarchi-
cal agglomerative clustering. A comprehensie list of public-domain online soft-
ware for clustering can be found at http://www.pitt.edu/  csna/software.html, while
http://www.kdn uggets.com/soft ware/clustering.html lists someclustering software
under the data mining umbrella.

9 Summary

Clustering is a fundamertal data analysis step and has been widely studied for
decadesin many disciplines. Data mining applications and the assiated datasets
have brought new clustering challengessuc as scalability, working with data in
secondary memory, and obtaining comparable sized clusters. In this chapter, we
highlighted someof theseissuesand also described recent advancesthat have been
made for successfullyaddressingthem.
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Figure 1: Grouping of 7 objects represered in a two-dimensional space of
numeric features,into 3 clusters.
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Figure 2: Dendogramobtained from single-link basedagglomeratiwe clustering
of the 7 objects descriked in Figure 1.
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Figure 3: Visualizing partitioning of drugstorecustomersinto 20 clustersbased
on purchaseof 762 products, using k-means(a), customer-balancedOPOS-
SUM (b), and OPOSSUMwith reverue-balancing(c).
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Figure 4: Comparisonof cluster quality in terms of (a) mutual information
and (b) balanceon averageover 4 data setswith 10trials ead at 800samples.
Error-bars indicate 8§ 1 standard deviation. Graph partitioning is signi cantly
better in terms of mutual information aswell asin balance. Euclideandistance
basedapproadesdo not perform better than random clustering.
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Table 1: List of descriptive (top) and discriminative products (bottom) dominant

corresponding lift is given.

in eadh of the 20 value balancedclusters obtained from the drugstore data (seealso

Figure 3(c)). For ead item the averageamourt of $ spert in this cluster and the

C | top product $ lift | sec. product $ lift | third product $ lift
1 | bath gift packs 3.44 7.69 | hair growth m 0.90 9.73 | boutique island 0.81 2.61
2 | smoking cessati 10.15 34.73 | tp canning item 2.04 18.74 | blood pressure 1.69 34.73
3 | vitamins other 3.56 12.57 | tp co®eemaker 1.46 10.90 | underpads hea 1.31 16.52
4 | gamesitems 180 3.10 7.32 | facial moisturi 1.80 6.04 | tp wine jug ite 1.25 8.01
5 | batt alkaline i 4.37 7.27 | appliances item 3.65 11.99 | appliances appl 2.00 9.12
6 | christmas light 8.11 12.22 | appliances hair 1.61 7.23 | tp toaster/o ven 0.67 4.03
7 | christmas food 3.42 7.35 | christmas cards 1.99 6.19 | cold bronchial 191 12.02
8 | girl toys/dolls 413 1251 | boy toys items 3.42 8.20 | everyday girls 1.85 6.46
9 | christmas giftw 12,51 12.99 | christmas home 1.24 3.92 | christmas food 0.97 2.07
10 | christmas giftw 19.94 20.71 | christmas light 5.63 8.49 | perscd player 4.28 70.46
11 | tp laundry soap 1.20 5.17 | facial cleanser 1.11 4.15 | hand&b ody thera  0.76 5.55
12 | Tm camerasit 1.64 5.20 | planners/calend 0.94 5.02 | antacid h2 bloc 0.69 3.85
13 | tools/accessori 4.46 11.17 | binders items 2 3.59 10.16 | drawing supplie 1.96 7.71
14 | american greeti 4.42 5.34 | paperback items 2.69 11.04 | fragrances op 2.66 12.27
15 | american greeti 5.56 6.72 | christmas cards 0.45 2.12 | basket candy it 0.44 1.45
16 | tp seasonalboo 10.78 15.49 | american greeti 0.98 1.18 | valentine box c 0.71 4.08
17 | vitamins e item 1.76 6.79 | group stationer 1.01 11.55 | tp seasonalboo 0.99 1.42
18 | halloweenbag c 2.11 6.06 | basket candy it 1.23 4.07 | cold cold items 1.17 4.24
19 | hair clr perman 12.00 16.76 | american greeti 1.11 1.34 | revlon cls face 0.83 3.07
20 | revlon cls face 7.05 26.06 | hair clr perman 4.14 5.77 | headache ibupro 237 12.65
C | top product $ lift | sec. product $ lift | third product $ lift
1 | action items 30 0.26 15.13 | tp video comedy 0.19 15.13 | family items 30 0.14 1141
2 | smoking cessati 10.15 34.73 | blood pressure 1.69 34.73 | snadks/pnts nut 0.44 34.73
3 | underpads hea 1.31 16.52 | miscellaneous k 0.53 15.59 | tp irons items 0.47 14.28
4 | acrylics/gels/w 0.19 11.22 | tp exerciseite 0.15 11.20 | dental applianc 0.81 9.50
5 | appliances item 3.65 11.99 | housewares peg 0.13 9.92 | tp tarps items 0.22 9.58
6 | multiples packs 0.17 13.87 | christmas light 8.11 1222 | tv's items 6 0.44 8.32
7 | sleepaids item 0.31 14.61 | kava kava items 0.51 14.21 | tp beer super p 0.14 1244
8 | batt rechargeab 0.34 21.82 | tp razors items 0.28 21.82 | tp metal cookwa 0.39 12.77
9 | tp furniture it 0.45 2242 | tp art&craft al 0.19 13.77 | tp family plan, 0.15 13.76
10 | pers cd player 428 70.46 | tp plumbing ite 1.71 56.24 | umbrellas adult 0.89 48.92
11 | cat litter scoo 0.10 8.70 | child acetamino 0.12 7.25 | pro treatment i 0.07 6.78
12 | heaters items 8 0.16 12.91 | laverdiere ca 0.14 10.49 | ginseng items 4 0.20 6.10
13 | mop/bro om lint 0.17 13.73 | halloween cards 0.30 12.39 | tools/accessori 446 11.17
14 | dental repair k 0.80 38.17 | tp lawn seediq 0.44 35.88 | tp telephones/a 220 31.73
15 | gift boxesitem 0.10 8.18 | hearing aid bat 0.08 7.25 | american greeti 5.56 6.72
16 | economy diapers 0.21 17.50 | tp seasonalboo 10.78 15.49 | girls socks ite 0.16 12.20
17 | tp wine 1.5 va 0.17 15.91 | group stationer 1.01 11.55 | stereositems 2 0.13 10.61
18 | tp med oint lig 0.10 8.22 | tp dinnerware i 0.32 7.70 | tp bath towels 0.12 7.28
19 | hair clr perman 12.00 16.76 | covergirl imple 0.14 11.83 | tp power tools 0.25 10.89
20 | revlon cls face 7.05 26.06 | telephones cord 0.56 25.92 | ardell lashesi 0.59 21.87




